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General problem 

Given a set of historical exam results, including Leaving Certificate results, we created a model to predict 

future Leaving Certificate results based on previous exams, per student, per subject. Subjects are known, 

and students are anonymized with unique IDs, making it possible to group exams from different subjects 

by student. 

Other personal information about a student, such as their age, gender, socioeconomic status, etc. is not 

included in this modelling, as to avoid any unwanted biases. Primary goal of the model is to, with all 

parameters in mind, produce the most accurate predictions based solely on student’s previous academic 

performance. 

Data 

Input data is composed of exam results indexed by a student ID, school ID, subject, date, a type of exam, 

(for example, Junior Certificate, Leaving Certificate, Mock, in-house exam) and level of exam. Exam results 

are stored as grades (which depend on the grading system used at the time of taking the exam) as well as 

a valuation on a 1-100 scale, e.g. a percentage representation of the exam score. For exams where grades 

are used rather than numbers, these valuations are approximate. Approximated valuations are taken as a 

midrange valuation for a grade. For example, a H1, which represents a score between 90% and 100%, 

would be valued at 95%. 

Pipeline 

The modelling performance evaluation pipeline can be split into three parts: data selection, feature 

processing, and finally performance evaluation. This pipeline is composed of both the training and testing 

pipeline in a k-fold fashion. This means that we split the dataset into N pieces (with N=10 in the standard 

approach) and iteratively use each of the pieces as our evaluation subsets, with the other nine used for 

model training. Our final results are then a combination of these N runs. 

Data selection 

Our research has found that, to predict Leaving Certificate exam results, no more than 3 previous exam 

results are needed, with focus being on the Mock exam results which precede the Leaving Certificate. 

However, we allow for a variable number of previous exams, to compensate for the fact that certain exams 

in a given dataset might be missing. Because of this, data selection is mainly concerned with selecting and 

grouping exam results, per student, per subject, and compiles a set of student-subject indexed series of 

exam results, usually of length 4: three for the prior exams, and finally one for the Leaving Certificate results. 

Together with these results, we also store exam levels, since students can change between levels. 
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Feature processing 

Features used as input to the model are composed of: 

• Prior exam valuations which we described in the Data selection section 

• One-hot encoded prior exam levels, as well as Leaving Certificate level 

• One-hot encoded subjects 

By “one-hot encoded” we refer to the way of encoding categorical data (of N categories) in a binary vector 

of length N, with all values set to 0 except for the category to which datapoint corresponds. For example, if 

there are three subjects: Mathematics, Irish and English, each datapoint would be described by a binary 

vector of length 3, with Mathematics datapoints set to [100], Irish to [010] and English to [001]. This is a 

common approach to categorical data when using various machine learning models. 

 

Performance evaluation 

Modelling is based on XGBoost, a type of a gradient boosting model. As already mentioned, the dataset is 

split into N subsets (usually 10), and iteratively each subset is used as an evaluation subset for the model 

trained on the other nine. 

XGBoost is trained on 350 estimators in total, with a maximum tree depth of 4, learning rate of 0.1, and a 

regularization lambda of 1. Objective function is squared error, as implemented by the Sklearn Python 

library. 

Main evaluation metric is mean absolute valuation error. Secondary evaluation metric is the ratio of correctly 

predicted grades (based on the standard grading system), as well as a ratio of predictions which are less 

than 2 grades off, e.g. predicted grade is H4 while the actual is H3. 

 


